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Abstract 

In this whitepaper we report work that was done to investigate and improve the performance of a hyrid-Vlasov 

code for simulating Earth’s Magnetosphere. We improved the performance of the code through a hybrid OpenMP-

MPI mode. 
 

PA0435 

 

1. Introduction 

Space weather is a term used when the near Earth space environment threaten technological systems or humans. 

Most of the world depends on spacecraft that traverse the unpredictable space environment, where small dynamical 

events can cause systems failure. Space weather forecasts are currently being tailored, as the simplest numerical 

techniques can be adopted in large-scale simulations to model the electromagnetic plasma system within the near 

Earth space including the ionized upper atmosphere (ionosphere), the space governed by the Earth’s magnetic field 

(magnetosphere), and beyond (solar wind).  FMI has the only large-scale magnetohydrodynamic (MHD) simulation 

in Europe. Global MHD simulations are successful in describing systems of large spatial scales. The weakness of 

global MHD simulations is their inability to model the multi-component plasmas in the inner magnetosphere, where 

most of space-borne technology, including communication and navigation systems resides. 

Space weather modeling teams around the world are answering the space weather forecasting challenge by 

improving their MHD model accuracy by code coupling. Another possibility is to develop a self-consistent 

simulation, where the simulation equation set includes the kinetic effects of plasma. FMI develops a Vlasov-hybrid 

simulation where electrons are a charge neutralizing fluid and ions are modeled as a distribution function, enabling 

the description multi-component plasmas without noise and in scales unreachable by MHD. A large-scale Vlasov-
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hybrid simulation is highly challenging, as in every grid cell of the ordinary space resides a velocity space, making 

the simulation 6-dimensional (6D). This sets demanding quality criteria for the solver, because the simulation needs 

to be executed in ~10
6
 grid cells for ~10

6
 time steps indicating peta-scale computations. At the moment, the core 

solver is implemented in a massively parallel grid.  

In this project we have strived to improve the scalability and performance to enable petascale simulations using 

Vlasiator. This will enable global Vlasov simulations of Earth’s magnetosphere for the first time, opening up new 

avenues of research. 

 

2. Code structure  

The application is written in C++ and is parallelized using MPI. In this work a hybrid OpenMP+MPI version was 

also implemented. The 6-dimensional ion density distribution function is modeled with a 3-dimensional spatial grid, 

where each spatial grid cell contains a 3-dimensional velocity distribution function. The distributed spatial grid is 

implemented using DCCRG, a scalable adaptive mesh refinement (AMR) Cartesian grid developed at FMI.  For 

load balancing Vlasiator uses the Zoltan library (http://www.cs.sandia.gov/Zoltan/) that includes a number of high 

quality partitioning algorithms. The velocity grid is implemented as a simple block structured grid, where each block 

contains 4
3 

velocity cells. In total the number of velocity blocks is at least 10
3
, which means that the amount of data 

per cell is exceeds one megabyte.  

The time evolution of the distribution function is simulated using a finite volume method (FVM) scheme. The 

simulation scale that we target is up to ~10
6
 grid cells simulated over ~10

6
 time steps, which sets demanding quality 

criteria for the solver to avoid excessive diffusivity. To propagate the distribution function we use the second order 

accurate wave propagation method by Leveque [1], and to propagate the fields we use the method by Londrillo Del 

Zana [2]. In practice the field solver is a very light operation, and most of the time is spent in the Leveque solver 

propagating the distribution function. 

 

3. Scaling Vlasiator 

The core Leveque solvers in Vlasiator show fairly good weak scaling. This can be seen in Table 1 and Table 2, 

increasing the number of cores by factor of 16 from 256 to 4096 increased the performance by a factor of 15.0 using 

only MPI, and by a factor of 15.4 when using the MPI+OpenMP version. Even if the weak scaling numbers are 

satisfactory, the raw speed of the simulations should still be increased. The scaling of the code should also be 

improved to reach satisfactory scaling for tens of thousands of processes. A number of techniques were employed to 

improve the performance, of which Hybrid OpenMP-MPI parallelization is discussed here. 

 



 von Alfthan et al.: Petascaling vlasiator/PA0435  

3.1. Hybrid OpenMP+MPI parallelization 

3.1.1. Performance improvements due to hybridization 

 

In a pure MPI mode there are several bottlenecks where a hybrid approach can help. 

 

 A typical simulation only has a few (5-40) spatial cells per process. With a stencil size of 2 cells in each 

direction there are no internal cells which do not have remote cells (belongs to another process) as neighbors. 

In a hybrid mode the number of cells per process is larger, which means that there are more internal cells 

helping us to hide communication using non-blocking sends and receives. 

 Load balancing is more difficult with fewer cells per process, and thus load-balancing quality should 

improve.  

 As the load balancing time scales as O(N
2
), we can reduce the time required for load balancing significantly 

 There are fewer process boundaries reducing overhead associated with these boundaries.  

  

 

The threading was implemented in a fine-grained manner. The most time-consuming computational loops were 

first identified, and those were then parallelized using OpenMP. This in practice means that we only needed to 

parallelize the Leveque solver. Due to the nature of the Leveque solver we did not need any critical regions or 

atomic operations; when propagating in spatial space the parallel loop is over velocity cells, and when propagating 

in velocity space the parallel loop is over spatial cells. In our experience these synchronization operations should be 

avoided if possible as they are very slow.  

MPI communication was implemented in a funneled mode, all MPI communication is handled by the master 

thread.  We also experimented with a multiple mode where MPI communication is handled by all threads. On FMI's 

local machine (Cray XT5m) this approach proved to be marginally slower (5-10%). On Curie it would have been 

interesting benchmark this mode, as a significant amount of time is spent in MPI. Unfortunately the Open-MPI 

library on Curie is not compiled with support for this threading mode. This can be seen as follows: 

 

>ompi_info |grep Thread 

          Thread support: posix (MPI_THREAD_MULTIPLE: no, progress: no) 

 

To study the performance boost we have concentrated on a difficult case, namely simulating very few cells per 

process.  In Table 1 we have listed the performance for a pure MPI simulation with 4 cells per process, and in Table 

2 we have listed the corresponding results using 8 threads per process. This corresponds to one process per 

processor which was the optimal choice on Curie, using 4, 16 or 32 threads per process yielded less performance. 

Looking at the total performance we can see that up to 45% more cells are propagated per second with the hybrid 

approach, which is already a significant boost. This is both due to a reduction in the amount of time spent in MPI 

routines, as well as in the time spent computing. 

The MPI times are reduced due to two factors. First, less data is transferred because there are fewer boundary 

cells and data transfers are aggregated. Second, in a MPI program processes are not always perfectly placed so that 

regions close in the simulation domain are on the same processor. With one process per node this is achieved 

automatically. We could also note that the time spent in MPI is a large fraction of the total time.  On a Cray XT5m 

the fraction is significantly smaller, due to the slower processors and better network throughput.  

The compute time is reduced as the reduced number of remote cells also reduces the amount of memory transfers. 

The improved load balancing also plays a role; the number of cells per process is better balanced. In the pure MPI 

case there are some processes with 5 cells per process, giving a load imbalance of 1.33 that can also be seen in the 

compute times. With 32 cells per process on average the load imbalance is not affected as much by having one 

additional cell.  

Finally it can be noted that doing a load balancing using Zoltan is up to 28 times faster using the hybrid mode, 

partly solving the problem with long partitioning times.  
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  Performance 

(Cells/s) 

MPI time 

(s) 

Compute time 

(s) 

Load balancing 

time (s) 

Computational load imbalance 

(max / average) 

256 740 103.5 34.9 18.8 1.26 

1024 2900 107.6 33.6 53.5 1.31 

4096 11 070 114.9 33.1 152 1.44 

Table 1 Performance metrics for pure MPI simulation on Curie with a system size of 4 cells per core (weak scaling). A total of 100 iterations was 

simulated. 

 

Cores Performance 

(Cells/s) 

MPI time 

(s) 

Compute time 

(s) 

Load balancing 

time (s) 

Computational load imbalance 

(max / average) 

256 1044 71.4 26.6 3.3 1.14 

1024 3647 84.7 27.5 1.9 1.17  

4096 16 070 74.9 27.0 17.2 1.14 

Table 2 Performance metrics with 8 threads per MPI process on Curie with a system size of 4 cells per core (weak scaling) 

3.1.2. Comparison of different compilers and OpenMP implementations on Curie 

 

We have tested hybrid version of Vlasiator on Curie using both Intel and GNU suites of compilers to show how 

the use of different compilers and OpenMPI implementations can affect performance of the application. Intel 

compilers use their own implementation of threading, while GNU uses GOMP libraries. For this testing we used 64 

spatial cells per core, which is close to values that should be used in production settings. We tested cases where 

number of threads per MPI process ranges from 1 to 32, which is a number of cores per node available on Curie. In 

these tests total number of cores (MPI processes times threads per process) was kept fixed, so our tests don’t show 

scaling of the application, but instead its behavior with regard to different process per thread ratio on the same 

system. 

The code was compiled with Intel icpc compiler version 12.1.7.256, with flags –O3 –openmp, and with the GNU 

g++ version 4.4.5, with flags –std=c++0x –O3 –funroll-loops –fopenmp –ffast-math. Tests were ran for use-cases of 

512 and 1024 total CPU cores. The results are shown in Figure 1, where simulation throughput in cells per second is 

given as a function of the number of threads per MPI process. Code compiled with the Intel compiler shows 

significantly better performance, and the performance gap increases as the level of hybridization increases. 

 

Figure 1: Simulation throughput on Curie (in cells/s) using 512 and 1024 total CPU cores, as a function of the number of OpenMP threads per 

MPI process ranging from 1 to 32. 

It is also interesting to note that the code compiled with GNU compiler exhibits a significant performance drop 
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when the number of threads per process changes from 8 to 16. This number is important because the CPU on a Curie 

node contains 8 physical cores, and with 16 threads synchronization between threads executing on different CPUs 

occurs at the end of each parallel region. That means that the GOMP thread synchronization might have some issues 

when running threads that span multiple CPUs. We have used Scalasca to profile Vlasiator runs when compiled with 

Intel but unfortunately haven’t been able to do the same with the GNU compiled code due to compatibility issues 

between the hybrid MPI/OpenMP applications compiled with GNU compilers and Scalasca on Curie. Because of 

that, we couldn’t compare different profiles and exact reasons for such behavior couldn’t be presented here. 

Even though one might assume that it is best to use as many threads per MPI process as physically possible, and 

that the application will see hybridization benefits such as better load balancing and optimized communication 

patterns, in practice this didn’t prove to be valid for Vlasiator. The best performance is obtained for the case with 8 

threads per MPI process, and although hybridization helps in improving certain aspects of communication, it 

introduces some new bottlenecks that will be described in the next section. 
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3.1.3. Performance of Curie InfiniBand network with large simulations 

 

When we investigated the structure of the total execution time of the application, it turned out that the total 

computation time remains roughly the same (as expected), but the time spent in MPI communication increases as the 

number of threads per process increases (or equivalently, as the number of MPI processes per node decreases). 

Vlasiator uses master-only approach to communication, which means that inside a single MPI process only a master 

thread is allowed to call MPI communication routines. In other words, this means that send or receive calls can be 

invoked only outside of parallel regions. Because of that, in tests where there are many threads but not many MPI 

processes on a Curie node, communication performance degrades, and at some point becomes a factor that manages 

to completely compensate improvements gained by hybridization. 

To show this, we ran a number of tests where we changed the number of MPI processes per node from 1 to 6. In 

order to accomplish this, some modifications of the testing setup were made. A total of 512 cores were used for 

configurations with 1, 2 and 4 processes per node (with 32, 16 and 8 threads per process, respectively) and 510 cores 

for configurations with 3, 5 and 6 processes per node (with 10, 6 and 5 threads per process, respectively). In all 

cases, system size was 64 spatial cells per process. Although total data volume values are not the same, because it 

was not possible to retain the same load on each core using a single total value, this approximation is reasonably 

good to show the main effects. The results are shown in Figure 2 where the total time spent in waiting for 

communication to complete (because send and receive calls are asynchronous) is given as a function of a number of 

cells on a Curie node. It can be seen that at least 4 processes per node are needed in order to fully saturate the 

bandwidth of available InfiniBand network on Curie. This corresponds to the case with 4 processes and 8 threads 

per process on a node, which was already shown to have the highest application throughput out of all thread per 

process combinations. 

Figure 2: Time spent in waiting for MPI communication to complete (in seconds) using 512 (or 510) total cores on Curie with the number of 

processes per node ranging from 1 to 6. 
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One possible approach to avoid the observed bottleneck and to be able to fully use the benefits of hybridization 

would be to adapt the code and to call MPI communication routines not just outside parallel regions, but also within 

them. This would allow the use of high number of threads per MPI process, and would also increase the number of 

entities, which participate in communication per node. To accomplish this, we would need a working MPI 

implementation that supports MPI_THREAD_MULTIPLE mode of communication. At the time of writing, such 

implementation was not available on Curie, but Vlasiator should be tested in thread-multiple mode as soon as one 

becomes available, since it could potentially significantly benefit from multi-threaded model of communication. 

3.1.4. Possible improvements of the hybrid code 

 

Current implementation of Vlasiator uses a method of communication where nearest neighbours exchange the 

data needed for computing border cells, and computations on border cells are performed only after all data are 

exchanged. This method has a drawback because computation for some cells is delayed even if all the data required 

for a given cell have been received, since some other unrelated data have yet to arrive. Vlasiator uses non-blocking 

MPI communication calls, so it could be possible to initiate computation on cells which have all the necessary 

neighbour data by tracking data dependencies between cells. In this way we could partially overlap communication 

and computation, and possibly obtain better performance of the application. 

Parallelization of computing parts of Vlasiator is achieved by using OpenMP parallel regions with static 

scheduling of subtasks (for example, iterations of a loop), where each thread is assigned its portion of a job before 

execution of a parallel loop begins. This approach gives the best performance because it has minimal overhead due 

to scheduling, and number of iterations is known beforehand. However, if described overlapping of communication 

and computation were to be used, static scheduling would not be possible anymore. Instead, the dynamic scheduling 

would be needed, and since it introduces higher overhead, this would have negative impact on the performance. 

When dynamic scheduling is used, each thread declares that it is ready for execution, gets its chunk of iterations, and 

after executing them it repeats the same process. This would be more suitable for the proposed Vlasiator 

modification, but it remains to be seen how (and if) the performance will be improved. 

There is a tradeoff between gaining performance with dynamically computing cells for which the data are 

received and negative impacts of inability to use static job partitioning in this approach. To study the effects of a 

change in OpenMP scheduling method on the application performance, we have slightly modified the Vlasiator code 

so that the parallel regions where computation on border cells are performed use the dynamic scheduling, while for 

the internal cells the parallel regions stay unchanged (with static scheduling). Tests were performed on 1024 total 

cores, with 64 spatial cells per core, and for cases with: 4 MPI processes and 8 threads per process per node, and 1 

MPI process with 32 threads per process per node. These cases were selected because the first case currently gives 

the best performance of Vlasiator on Curie, and the second is a candidate for best performance if issues with thread-

multiple communication described in the previous section are resolved. The results are shown in Figure 3 where 

application throughput is given as a function of the number of threads per MPI process. As we can see, the 

application performance drops even when using a relatively large chunk size of 8, and relative performance drop is 

even larger when 32 threads are used. These results should be considered when implementing new version of 

Vlasiator with overlapping communication and computation. 
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Figure 3: Application throughput on Curie (in Cells/s) using 1024 total cores with 8 and 32 threads per MPI process, when using static and 

dynamic OpenMP scheduling disciplines for parallel for loops with border cell computations. 

Conclusions 

We have ported Vlasiator successfully to Jugene and Curie. We have also identified performance bottlenecks, 

investigated scalability and optimized its performance. The hybrid OpenMP-MPI approach proved successful, 

improving run-times, scalability and load balancing times. Using 8 threads per process was the optimum choice, 

which coincides with running one process per processor.  
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