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Abstract 

Quantum Monte Carlo (QMC) methods are a promising technique for the study of the electronic structure of 

correlated molecular systems. The technical of the present project is to demonstrate the scalability of the TurboRVB 

code for a series of systems having different properties in terms of number of electrons, number of variational 

parameters and size of the basis set.  
*2010PA0471 

1. Summary of the project interest 

Quantum Monte Carlo (QMC) methods are a promising technique for the study of the electronic structure of 

correlated molecular systems. QMC algorithms are highly parallel in nature and thanks also to the relatively small 

memory requirements also for large systems, they have good performances and scalability for highly parallel 

computers.  

Recent implementations in the TurboRVB code were able to calculate in an efficient and scalable way the ionic 

forces, providing us with the possibility to perform full geometry optimization of molecules at the Variational 

Monte Carlo level. Three different run types are usually necessary for QMC calculations: Variational Monte Carlo 

(VMC), optimization of the variational wavefunction and Lattice Regularized Diffusion Monte Carlo (LRDMC). 

We reported for all 3 run types good scalability up to 4000 cores on the CINECA BlueGene machine (BGP). 
Anyway, a linear algebra part of the code, which is currently not parallelised, is a bottleneck to further scaling.  

The technical of the present project is to demonstrate the scalability of the TurboRVB code for a series of systems 

having different properties in terms of number of electrons, number of variational parameters and size of the basis 

set. The scientific goal will be the geometry optimization of a protein chromophore (about 100 atoms and 500 
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electrons) within the field of the protein matrix. The achievement of the targets of the present proposal will produce 

an accurate electronic structure tool with almost unique scaling capabilities among all other packages. 

2. Scalability testing 

The scalability testing demonstrate that the TurboRVB code is an ideal code for PRACE Tier-0 machines. In 

weak scaling the speed-up is 99% with  65k cores on JUGENE and up to 93% with 512 cores on CURIE. Strong 

scaling preliminary tests were difficult to be made on large systems of interests because total CPU budget and  wall-

time limitations. Anyway, on a test system we reported a speed-up of 85% on 4096 cored of JUGENE. 

Fig.1: The figure represents the weak scaling data for the Si64 atomic system (256 electrons) on the IBM – BG/P architectures. 

The data is listed in the tables below.  

 

2.1 Strong scaling 

 

Scaling test on Jugene for wave function optimization of Si64in pure MPI mode: 

 

Number of 

cores 

Wall clock 

time 

Speed-up vs the first one 

1024 1191sec 1.000 

4096 345 sec 0.863 

Tab. 1: Scaling test on Jugene for wave function optimization of Si64in pure MPI mode 

 

 

 

 
 

 

 

 



  

 

2.2 Weak scaling 

 
 

Number of 

cores 

Wall clock 

time 

Speed-up vs the first one Number of process 

128 426.3 sec 1.000 128 

256 428.1 sec 0.996 256 

1024 427.4 sec 0.997 1024 

4096 428.2 sec 0.996 4096 

16384 429.9 sec 0.992 16384 

32768 431.2 sec 0.989 32768 

65536 431.6 sec 0.988 65536 

Tab.2: Scaling test on Jugene for wave function optimization of Si64 on pure MPI mode 

 
 

Number of 

cores 

Wall clock 

time 

Speed-up vs the first one Number of process 

128 182.3 sec 1.000 32 

256 183.6 sec 0.998 64 

512 183.3 sec 0.994 128 
1024 183.2 sec 0.995 256 

2048 183.6 sec 0.992 512 

4096 184.6 sec 0.987 1024 

8192 184.6 sec 0.987 2048 

16384 184.6 sec 0.987 4096 

32768 184.6 sec 0.987 8192 

Tab. 3: Scaling test on Jugene for wave function optimization of Si64 in OpenMP mode 

 

 

Number of 

cores 

Wall clock 

time 

Speed-up vs the first one Number of process 

8 102.1 sec 1.0000 8 

16 104.3 sec 0.9934 16 

32 103.6 sec 0.9968 32 

64 106.9 sec 0.9870 64 

128 111.3 sec 0.9746 128 
256 114.6 sec 0.9612 256 

512 115.1 sec 0.9328 512 

Tab. 4: Scaling test on CURIE for wave function optimization of Si64 in pure MPI mode 

 

 

3. Development and optimization 

The TurboRVB code is already structured as based on a “embarrassingly parallel” kind of algorithm such as 

Quantum Monte Carlo. A large part of the code is mostly based on matrix-matrix multiplications using standard 

LAPACK routines, such as DGEMM. This makes the code highly efficient. 

The optimization part concerning this Preparatory Access has been consisted on an accurate checking of the memory 

usage and in a proper way of using OpenMP threading mechanisms. For what concerns the memory access usage, a 
particular attention has been devoted to exploiting as much as possible the vectorization in cycles where it wasn't 



  

 

possible to use DGEMM factorization. The multithreading approach has been improved, introducing many OpenMP 

regions, in order to exploit the capabilities of architectures where the memory per node is quite low (i.e. BG/P). 
Many analysis tools as Scalasca and Intel Vtune® have been used. These analysis led to some bug discoveries and 

their fixing.   

The enabling process consisted in: a) analysis of the memory usage; b) analysis of the MPI and OpenMP 

parallelization levels; c) refactoring of the OpenMP regions implementations. 

The above mentioned analysis led to the optimization of the memory usage and to the full exploitage of the hybrid 

MPI+OpenMP approach.  

The target of the mostly optimization work was the memory sharing using OpenMP directives. The solution 

consisted in a refactoring of the #omp parallel do regions, in order to better exploit the parallelization over threads 

4. Main results 

At the end of  this Preparatory Access project we can conclude that the TurboRVB code is an ideal software for 

massively parallel computing systems such as PRACE Tier-0 machines. This achievements will open the door to the 

accurate study of the electronic structure of large (bio)molecules. At present, the PI of this Preparatory Access 

project applied for 2 PRACE Tier-0 projects, one was accepted and the other is under evaluation. 

 Future perspectives might concern the testing of the performances on hybrid CPU/GPU machines.  
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