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The PRACE Research Infrastructure
is established as an international
non-profit association with seat in
Brussels and is named ‘Partnership
for Advanced Computing in Europe
AISBL’. It has 24 member countries
whose representative organizations
are creating a pan-European
supercomputing infrastructure,
providing access to computing and
data management resources and
services for large-scale scientific and
engineering applications at the
highest performance level.
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EDITORIAL
DECI: pooling national high performance
computing resources to enable world-class
computational science
Computational science is thriving in Europe. Important
scientific breakthroughs increasingly depend on our
scientists being able to undertake complex modelling and
simulation. This is made possible by the availability of a
European ecosystem of world-leading High Performance
Computing facilities, by a network of national and regional
HPC centres of expertise and by an eInfrastructure that
promotes and supports collaborative research.
DECI (Distributed European Computing Initiative) is a
scheme through which collaborative projects, headed by
European scientists, can apply for access to world-leading
national (Tier-1) computational resources in the European
HPC infrastructure for a period of up to 12 months per
project. EC reviewers described DECI as “among the best
outcomes of EC research infrastructure projects”.
DECI was introduced in 2005, by DEISA EC-funded
project as an instrument to enable European computational
scientists to obtain access to the most powerful national
computing resources in Europe regardless of their country of
origin or work, and to enhance the impact of European
science. Through a regular call, capability computing
projects are selected by peer-review on the basis of
innovation and scientific excellence. To date, eight DECI calls
have been held, and the momentum gained by DEISA is being
maintained by PRACE which, in addition to providing access
to the Tier-0 Infrastructure, has assumed responsibility
(currently through the PRACE Implementation Phase
projects) for the co-ordination and management of nationally
contributed European Tier-1 resources through singleproject access schemes. As a result, Tier-0 and Tier-1 calls
are now run in a complementary way, with synchronised
calls issued twice a year since the end of DEISA in 2011.

Successful projects are given access to the national
HPC resources in the European infrastructure (on HPC
architecture selected for its suitability to run the project’s
codes efficiently) and are offered applications support to
enable them to use it productively. DECI has been of key
importance in building a European HPC user community,
supported in their use of top-level HPC facilities by
applications experts from leading European HPC centres.
More than 350 different researchers from 40 countries have
participated in the scheme, including collaborators from four
other continents. DECI enhances Europe’s international
standing in science, by providing access to world-class
resources which are complementary to resources available
locally (i.e. at the researchers’ national facility). DECI is a
very successful instrument for the European Union research
policy of enabling smaller countries to take part in research
at the cutting-edge and enables all European researchers to
participate in internationally competitive computational
science.
This booklet offers a fascinating insight into the range,
quality, breadth and depth of computational science being
undertaken in Europe today and illustrates not only the key
role of HPC in solving many of the societal, industrial and
scientific challenges facing us today, but also the extent to
which synergy between scientists and HPC experts is key in
delivering these results.
Alison Kennedy
Executive Director
Edinburgh Parallel Computing Centre (EPCC)
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Advanced tools to design future jet engines
Pirjo Rötkönen

Increasingly stringent requirements for energy
efficiency and noise reduction in jet engines are
tightening the screw in their development and
design. The computational methods available
now will not be sufficient in the future. Cenaero,
an applied research centre for modelling and
numerical simulation, is developing new methods
that will help in designing high-performance jet
engines.

Industrial applications in mind
Cenaero’s aim is to provide a numerical algorithm based on
the Discontinuous Galerkin Method (DGM), to be used for
computations with full (DNS or Direct Numerical Simulation)
and partial (LES or Large Eddy Simulation) resolution of
turbulence in wall-bounded flows, especially in
turbomachines.
“We are convinced that DGM combines the high order of
accuracy that is currently offered by academic codes to the
geometric flexibility characteristic of industrial codes, and
at the same time provides computational efficiency and
parallellisability. This high order of accuracy is indispensable
to represent turbulent structures adequately, but is not
provided by state-of-the art industrial codes. At Cenaero,
we are primarily interested in the industrial application.
The academic aspect – although also very important as some
of the numerical technology still needs to be developed – is a
secondary goal.”
“We will be able to use our method in the context where
the turbulence occurs very close to walls, where there is
more complexity to take into account – you simply have
larger demands for resolution there. The turbulence is
influenced by the walls in the flows that interest us, because
we focus on turbomachinery, jet engines and propellers.”

For a long time one of the main problems in applied fluid
mechanics – especially in industrial flows – has been the
estimation of the impact of turbulence.
“Up to now aircraft and engine manufacturers have been
using mostly time-averaged computational methods, in
combination with lower accuracy discretisation techniques,
for their design purposes. These algorithms will continue to
be used, at least for a while, but they need to be
complemented with more advanced computational tools.
First of all, these methods are simply not applicable for some
types of flows. An important application is the prediction of
noise, for example generated by a flow from propellers or
flow instabilities in compressors and fans. By applying larger
computing resources we can directly simulate part of the
turbulence,” explains Koen Hillewaert, Argo Team Leader at
the Cenaero research centre in Belgium.
“For low speeds or small geometries the size of the
turbulence is such that we cannot even get an accurate value
of the time-averaged forces and performance if we do not
compute part of the turbulent structures directly. These
conditions are prevalent for instance on part of wind turbine
blades and in some parts of a jet engine,” he adds.

Huge computational resources

For the turbulence computations performed by the research
team at Cenaero, huge computational resources are needed.
“That is why we turned to the world-class supercomputers
of DECI. With these resources we could provide a proof-ofconcept of the method focused on full resolution of the
turbulence, by performing the direct simulation of the
transitional flow around a low-speed airfoil. DECI also gave
us access to machines that have different architecture from
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what we usually have at computational centres. It was a
unique opportunity to test if the code would work
satisfactorily in this kind of architecture. Furthermore we
were attracted by the support from specialists in porting
and optimizing the code,” Koen Hillewaert says.
“To show that the method is viable, we compared it to
experimental results and DNS computations with a
conventional low-order discretisation. It was clear that the
computations really correspond to what was measured, and
that the method really offers a huge advantage with respect
to the standard discretisation method, as it allowed us to
capture the real physics rather than a result that only looks
acceptable. DGM moreover offers us a visual means to assess
mesh resolution.”
The promising results of this project lay the ground for
further development using the supercomputing resources of
PRACE. A first project “noFUDGE” has just been finished, and
concerns the transitional flow on a section of low-pressure
jet engine turbine blade.
“We are moving towards the resolution of more complex
flows and flow conditions that are rather ambitious,
leveraging both on the availability of ever more powerful
computational resources and the further development of the
numerical algorithms.”

© COBAULD

Direct Numeral Simulations of the transitional flow was computed
isocontours of vorticity on the spanwise periodic plane and skin
friction on the airfoil surface.

Weak scaling of the code obtained on the BlueGene/P
architecture. The time integration strategy is implicit, to allow for
the large disparities in cell size, and based on Newton-GMRES
iterations.

Convincing the industrial partners

© COBAULD

The results achieved in these computations are part of a
roadmap towards industrial use of DNS and LES.
“We are showing that with the discontinuous Galerkin
method well-resolved computations are feasible, and will
give more accurate results, not only for the prediction of
noise generation or flow instabilities, but for some cases also
in terms of global time-average performance.”
“The computations have helped us to convince our
industrial partners that we will be able to provide the
technology for the computations they would like to do within
a few years. These cover essentially broadband and tonal
noise generation by fans and open rotors, as well as flow
instabilities in turboreactors, such as rotating stall.”
These types of computation will be needed if jet engine
industry is to meet the more stringent requirements and
regulations in terms of energy efficiency and noise. To keep
their competitive edge, manufacturers need to invest in new
computational technology now.
“If manufacturers do not provide high efficiency and low
noise engines, they will be unable to sell them in the future,”
Koen Hillewaert points out.
“Clearly the evolution of computation techniques goes
hand in hand with the availability of computers. On the one
hand as more and more powerful computers are available,
we can do more complex computations. On the other hand
computational technology has to evolve as more direct
resolution of the turbulence becomes feasible and large scale
resources need to be used efficiently.”

Direct Numeral Simulations of the transitional flow around a
LP turbine blade was computed during the PRACE project
“noFUDGE” – vorticity isocontours on the spanwise periodic plane
and skin friction on the blade surface.

Further information
http://www.deisa.eu/science/deci/projects2009-2010/
COBAULD
Compute resources used at IDRIS (IBM BlueGene/P).
• Cenaero, CFD and mutiphysics group, Gosselies,
Belgium
• Katholieke Universiteit Leuven, Belgium
• University of Liege, LTAS, Liège, Belgium
• Clarkson University, Dept of Mechanical and
Aeronauticaul Engineering, Postdam, USA
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Secrets of boiling
Pirjo Rötkönen

An everyday routine in the kitchen can be a
complicated problem when studied theoretically.
Numerical simulations of boiling convection are
especially interesting because of the great range
of applications.

presence of bubbles changes the heat transferred from the
heated bottom plate to the top plate, as a function of the
temperature jump between the two plates.”

Study with two phases

Since the pioneering works of Rayleigh and Bénard, more
than 100 years ago, there have been many numerical and
experimental investigations for simple convection, meaning
that the fluid is in a single phase – pure water or pure air.
Almost untouched, from the point of view of the physicist
community, is the case when the fluid transferring heat is in
two phases – liquid and vapour – and bubbles are produced.
Since we are doing basic research, we are interested in the
effect on the heat flux of bubble nucleation.”
“Nucleation of a bubble is easy to understand, but it is
numerically very complicated. You move from a situation
where there is only liquid to a condition where an interface is
produced between liquid and vapour. Standard numerical
tools are not well suited to catching when the bubbles start
to grow because the moment of nucleation is a sort of
singularity.”
“Most numerical tools typically treat the bubbles in an
idealized way. They do not tackle the real dynamics, such as
shrinking, breaking and growing. We have utilized a new
numerical instrument that is based on the Lattice
Boltzmann Method. It is numerically more flexible, and it

“In our research we are interested in the dynamics of
turbulent flows, meaning the dynamics of fluids where there
is chaotic behaviour in both spatial and temporal evolution.
We study several flow configurations when turbulence is
stirred by a boundary effect, and natural convection is an
important case. It means that the fluid is heated from below
and cooled from above,” explains Professor Luca Biferale,
Department of Physics at the University of Rome Tor Vergata.
Being an Italian researcher he simplifies the complicated
heat transfer problem by comparing it with the cooking of
pasta.
“This is an experience that we have every day in our
kitchen when we want to boil water for pasta.”
The huge range of possible natural and physical
applications makes the boiling convection problem very
interesting.
“It is also theoretically motivating, because there are
many key questions that are completely unknown and need
to be solved. The most important question is how much the
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Snapshot of a three-dimensional configuration of boiling convection. Bubbles are depicted in blue color. Two different iso-levels of
temperature are in red and orange. Notice the effect of bubbles to transport hot spot of temperature in the bulk, enhancing the total heat
transfer. Simulation is performed at 5123 collocation points.

Variety of applications

offers new perspectives in following the interface between
liquid and vapour.”

“Although we are interested mainly in basic theoretical
research, there are plenty of practical applications in this
field. With high relevance is the simulation of heat transfer
in a nuclear power plant (boiling water reactors).
“In a nuclear power plant they have to transfer heat from
the place where the nuclear reaction happens to the place
where it is converted to electrical power. This transfer takes
place through convection under boiling conditions.”
Professor Biferale adds that power plant simulations
have to be done in real situation with the correct geometry
and physical parameters.
“But the basic mechanism is equivalent to what we have
done in our novel approach to boiling convection.”

Pioneering results

“We have performed the first-ever numerical simulation of
convection in the presence of boiling using the Lattice
Boltzmann Method. We measured the effect of the bubbles
on heating, and found a very strong quantitative effect..
When you do something for the first time you do not know
what to expect. Fortunately we have been able to show that
the bubbles have an important signature. They are not
advected passively, but they really change the way that fluid
transfers heat from the bottom to the top boundary.”
Without the DECI resources the research group would
not been able to carry out these computationally-intensive
simulations.
“It was crucial to us to have access to the high-performance
computing facility, and you simply cannot do these simulations
“at home” without an international infrastructure such as
PRACE. We really needed integrated resources that offer
computing time, data storage and maintenance. All the data
that we have produced will take one to three years to
analyze.”
“We are going to analyze the data for scientific purposes
and, in the long run, we are going to share it with the whole
research community.”

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
BOILING/
Compute resources used at CINECA (IBM Power6)
andRZG (IBM BlueGene/P).
• Technical University of Eindhoven, Department of
Applied Physics, Eindhoven, The Netherlands
• University of Rome Tor Vergata, Italy
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Understanding the brain, with the aid
of large-scale simulations
Pirjo Rötkönen

Brain science and neuroinformatics are some
of the newest fields for supercomputer
simulations. High-performance computing can
be used for biophysically detailed brain-scale
simulations and for analyzing data obtained in
measurements of the brain.

small-sized parallel computers,” explains Professor Anders
Lansner of the School of Computer Science and Communication
at Stockholm’s Royal Institute of Technology (KTH) in
Sweden.
developed and Therefore we applied for “We have
focused on understanding the healthy brain, because it is
easier to study than diseased brains, but we are also engaged
in a project that studies the mechanisms related to
Parkinson’s disease, a degenerative disorder of the central
nervous system.”
Parkinson’s disease affects nerve cells (neurons) in a
part of the brain that controls muscle movement. It is
unknown what damages these cells. Currently there is no
cure for Parkinson’s disease.
Simulations can help to understand and diagnose
diseases and dysfunctions of the brain. They can also provide
knowledge important for drug development and other
treatments.

The brain has an extremely intricate structure, comprising a
great number of neurons and synapses. Even the brain of a
honey bee has a million neurons that communicate via a
thousand times more synapses. The human brain is about
10,000 times larger and more complex.
“In our research we use mathematical modelling and
high-performance computing simulations to understand how
the brain works. The size and complexity of brain simulation
models are severely limited by the capacity of personal and

8

Explorative work
“In our project we were interested in the weak-scaling
properties of our network designs. It was highly informative
to look at scaling up to the very large number of cores of
computations that are inherent to the brain simulations.”
“We discovered that the simulations scale very well.
The code we used is new and experimental. It was designed
in-house and is not ready for any sort of distribution. It is
mainly a component for improving our own simulations.”
“The results confirm that our neural networks have
almost perfect weak-scaling properties. We can expand the
network simulated as we extend computing power. If we had
an ultimate super-hyper computer we could simulate the
human brain itself but we are still some distance from that
point,” Professor Lansner laughs.
His research group was delighted to find that their short
simulation period with PRACE supercomputing resources
was long enough. The loop time of the inner loop levelled off
just above one millisecond, which is equivalent to real-time
performance.
“The complexity of the system we simulated was much
lower than a mouse brain, but the size of the network
corresponds to a mouse brain. This is an important finding,
but there is also another side to what we are doing. We are
trying to build computational structures which could be
used in robots and robot vision.”

The model neuronal network consisted of two brain regions, a
lower patch representing the parietal cortex and a higher patch
representing the dorso-lateral prefrontal cortex (DLPFC). In total,
the simulation model shown here had 55,296 neurons, divided
evenly between the two regions. The figure shows one frame of
the visualization 140 milliseconds into the simulation. Also visible
are the oriented spiking glyphs, representing spikes traveling from
the lower to the higher patch. The largest simulations performed
in this project had 57 million model neurons connected by 7 billion
synapses.

Pioneers with dual goals

“The brain models that we have developed serve the two
purposes: to simulate and understand the brain, and to
process information. Typically research groups are focusing
on one thing only. If they are interested in robotic
applications, they don’t look at brain science. Alternatively,
they focus on simulating the brain, which is not so useful for
robotics and engineering. By doing both we build a bridge
between the two competencies. Our work is internationally
unique. Our research group has been involved in this for
several years and we are pioneers in the field.”

in models of the neocortical network that approach the size
of real mammalian brains. “
“Our study paves the way for use of extremely scalable
brain network models for the processing of information. The
knowledge gained is also used to investigate the design of
dedicated neuromorphic hardware.”

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
BRAINCOR/

Integrating experimental information

The brain is an extremely complex system and it can be
studied in many different types of experiments. If you can
create a large simulation model in the middle of this spider’s
web, where you can integrate all the results of experiments,
you have better chance to understand the brain and how it
functions and to help in the design of new maximally
informative experiments.
“The pharmaceutical industry is interested in the
models developed, because the effects of drugs can
potentially be simulated at the microscopic level. We have
already begun to collaborate with a pharmaceutical
company.”
“The results can be utilized in simulations of neural
models that are comparable in size to mammalian nervous
systems and have greater complexity than anything so far
attempted. We will be able to handle spiking communication

Compute resources used at FZJ (IBM BlueGene/P) and
RZG (IBM BlueGene/P).
• KTH, Sweden
• FZJ, Germany
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Numerical tools to aid the design
of engines and burners
Pirjo Rötkönen

poorly resolved complex geometries fraught with large
modelling errors. In both cases, restrictions are imposed by
the high computational resources required to model the
wide range of scales involved in fluid dynamics. By
increasing computational power and by using adapted
software, these limitations can be alleviated.

High-fidelity databases of turbulent reactive flow
simulations can be used to devise novel turbulent
combustion models that ultimately assist in
designing engines and burners with lower
emissions.

Helping to decrease certain pollutants

“Our group is focusing on simulating the turbulent
combustion that occurs in aviation and automotive engines,
and in industrial burners. Our work is dedicated to the
development of numerical tools and models that help in the
fundamental understanding of combustion, and in the design
of burners,” says Dr. Vincent Moureau at CORIA, a
combustion laboratory in Rouen, France.
The main goal of the research is to build high-fidelity
databases of turbulent reactive flow simulations. Their data
concerns the understanding and validation of turbulence
models in complex geometries. Up to now, Computational
Fluid Dynamics (CFD) has been either limited to simple
geometries with unrealistic physical parameters, or to

“PRACE , the high-performance, European-level computing
services have enabled researchers like us to access large
resources of computing power.”
The important result that the research group achieved
with the DECI resources was to the extension of the
database they had generated in 2009 and 2010. This
database had been limited to the computation of semiindustrial burners in a fully premixed regime. The later
computations dealt with the same burner as before but
slightly modified for partially premixed combustion
instead of a fully premixed regime. It means that methane
and air are not fully mixed when they enter the combustion
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Geometry of the burner. The small pipes
used for the methane injection are visible
in the centre.

© CFD-DB

Instantaneous velocity field.

zone. The computing time required in this case is four to
five times larger than for computations of fully premixed
conditions.
“In our study, we analyzed lean-premixed combustion
with non-perfect mixing of the reactants. Engines and
burners increasingly use lean-premixed combustion,
because it reduces the maximum temperature and the
emission of certain pollutants such as nitrogen monoxide.”

phenomena that need to be analyzed in more detail. The next
step will be to increase the resolution of these computations.
It is also important to create a better description of the flame
front chemistry, using a complex chemistry solver that is
under development in the code used in the computations.”
“We believe that with this large-scale database we can
devise and assess novel models very easily. This is mainly
due to the fact that most of the physics we are interested in is
contained in these large-scale simulations.”
The main challenge to using the data in this way is that
post-processing of the results also requires computing time,
perhaps even more than the simulations themselves. This is
particularly true for very large scale simulation with several
billions of cells.
“These results are currently being refined in a follow-on
PRACE project to achieve very high-fidelity simulations.
They will give the extra detail that is required to design new
models,” Dr. Moureau adds.

Novel turbulent combustion models

“The results obtained within the study have been used to
build a large database of turbulent flames that helps to
understand the flow physics and to devise novel turbulent
combustion models. Our computations established that a
strong mixture fraction gradient can exist at the flame front
because components upstream and downstream of the flame
have different histories.”
“The flow trapped in the recirculation zones of the
burners is very well mixed, because it has had time to mix,
whereas the unburned gases show large mixture fraction
fluctuations because their mixing history is very short. The
mixture fraction gradient has an important effect on the
flame speed and flame brush thickness and this effect
depends on whether the flame is back or front supported.
This gradient should be taken into account in current
simulations, but has not usually been.”
“The new database has been initiated. The computations
performed using DECI resources feature interesting physical

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
CFD-DB/
Compute resources used at CINECA (IBM Power6).

• Université de Rouen – CNRS – INSA Rouen, CORIA,
Rouen, France
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Shedding light on supernovae
Samppa Haapio

The mechanism behind the explosion has not
been fully untangled. Scientists are looking to
three-dimensional computer modelling for help.

supernovae also being a source for the heaviest chemical
elements such as gold, uranium and platinum.

The birth of a supernova

Heavy stars are very bright, but their life can be very short
for a star, even just a few million years. As the heavy star is in
its stable mid-age, the hydrogen atoms in its core fuse into
helium under incomprehensible pressure. When the helium
is used up, heavy stars are powerful enough for the helium to
fuse into carbon, carbon into oxygen and so on, further
towards heavier chemical elements all the way up to iron.
This produces a layered structure where the lightest
element, hydrogen, is the outermost, and the heaviest, iron,
is in the core.
In the core of a heavy star, the iron atoms cannot fuse
anymore, causing the stellar core to become unstable and to
collapse under its own gravity. The gravity squeezes the iron
core even denser until a flood of neutrinos is produced and it
flies from the core to the outer layers with staggering force.
The outer layers explode into the space as a gigantic supernova.

A gigantic, so called type II supernova finishes off the life of
heavy stars that are about ten times larger than our sun.
It is the most powerful known, yet very rare explosion in the
cosmos.
A supernova has penetrating influences on the universe.
As a result of it, neutron stars or black holes are born, and
those are assumed to produce many chemical elements
heavier than iron, possibly up to uranium. They are not
produced anywhere else. It is also assumed that supernovae
are behind the birth of many stars and planets. Certainly, a
supernova produced the Earth and all the iron inside of it.
Hans-Thomas Janka from the Max Planck Institute for
Astrophysics performs research on the birth mechanisms of
supernovae with his team. The subjects of their studies are
so called heavy stars that at the end of their life explode as
supernovae and collapse into very dense neutron stars or
black holes.
– Details of the mechanisms that lead to the explosion
are still uncovered, but recent two-dimensional modelling
suggests that the neutrinos that radiate from the hot core
cause the explosion. Now we are hoping that the new
three-dimensional modelling efforts shed some light on the
mechanism, Janka says.
The research also aims to find an answer to why some
stars become neutron stars while others turn into black holes.
– We hope that the modelling will bring reassurance to

Neutrinos have a key role

Even though the explosions of supernovae and their impact
are known quite well, what happens during the first seconds
is still unclear. The neutrinos are considered to be the
impetus for supernovae, but making three-dimensional
models of the complex energy flows will still take long, even
with supercomputers.
Information about how the neutrinos move inside a core
that is collapsing into a neutron star has mainly been gained
through complex hydrodynamic and neutrino physics
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Volume-rendered snapshots from a first explorative 3D simulation
of the supernova explosion of a star with 11 times the mass of
our Sun. The model employs simple, computationally relatively
inexpensive local neutrino heating and cooling terms instead of a
sophisticated treatment of the crucial neutrino transport. One can
see bubbles and plumes of hot, neutrino-heated plasma in
a violently convective layer around the central neutron star (not
visible). The expansion of these bubbles triggers the onset of the
supernova explosion near the center of the massive star. The
accelerating explosion blast wave appears as transparent, slightly
aspherical enveloping surface around the plumes.
Visualization of the same model as displayed in Fig.2b,
however now yielding view to the interior structure of the
convective plumes and the central neutron star by a wedge cut
open in the observer’s direction. Neutrino-heated, rising hot matter
is visible in yellow, orange, and red, whereas cooler, still infalling
plasma is shown in green and blue.

formulae, since the core of a star has been an unreachable
research target. In fact, research of supernovae has only
started from the point where the wave of explosion has
proceeded to the outer layers of the star.
When the collapse begins in the layers that are closer to
the core, the extremely hot neutrinos cause the stellar
plasma to boil when they start to leak into the outer layers of
the star, transferring energy as they pass the collapsing
matter. The violent turbulent motions proceeding in the
material add to the chaos.
– It is almost as if the neutrinos cook the material in the
outer layers of the star. The phenomenon is similar to a pot
left on the stove when it starts to overflow, Janka describes.
At the same time a supernova produces new chemical
elements or materials, such as radioactive nickel and
titanium that cause the far-visible brightness of supernovae.

testing the computer code to perform three-dimensional
supernova simulations including an elaborate neutrino
treatment with PRACE resources.
Creating one full, low resolution three-dimensional
model of a supernova takes the strongest 8192 Intel Nehalem
processor cores a half a year of consecutive work. That
equals a total of 36 million computing hours. Fortunately, the
group’s code is able to make very efficient use even of tens of
thousands of processor cores.

Costly computing time

Only recently Janka’s group has managed to develop a
three-dimensional supernova simulation code with all
features known to be relevant from sophisticated twodimensional models.
– The greatest challenges for the research are now the
cost of computer time and the immense requirements for the
computer’s power due to the physical complexity of the
three-dimensional modelling. The computers must be of the
very latest generation, and adding the third dimension will
make simulations at least a hundred times more expensive
than the traditional two-dimensional modelling, Janka
explains. This was possible with computing time grants
through DECI-5 and DECI-6 projects. The alloted resources
were used for a first, explorative study of differences
between models in two and three dimensions, still making
radical simplifications of the crucial neutrino effects.
Moreover, the DECI grant was the basis for assembling and

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
ARTHUS2

Compute resources used at FZJ (Bull / Intel Nehalem).
• Max Planck Institute for Astrophysics, Garching,
Germany
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High-performance biomolecular simulations
to improve drug development
Pirjo Rötkönen

“In order to reduce the time and cost of discovering
new drugs in the industry, our research group has been
focusing on new molecular simulation technologies. We
concentrate on studying how small, man-made molecules
interact with biological molecules,” explains Dr Julien
Michel at Edinburgh University’s School of Chemistry in
Scotland.
His research group and their academic collaborators
have developed software and algorithms which automate

Sophisticated, high-performance simulation
methods help researchers reduce time and cost
when developing new drugs.
The identification of small organic molecules that can bind
tightly and with high specificity to the surface of a diseasecausing protein is often a crucial step for preclinical drug
discovery research.

14

Left: Cyclophilin A is an important target for the treatment of
hepatitis C and for immunosuppressive therapies. The figure
illustrates a computer model of a drug-like molecule (spheres)
bound to the surface of cyclophilin A (cartoons). The computer
model includes thousands of water molecules (sticks).

simulations at the atomistic level of the interaction of small
molecules with proteins.
“To move our research to the next stage, we needed
access to a high-performance computing cluster that could
scale-up the simulations. PRACE had the necessary
resources: thousands of processors and the possibility to
utilize them simultaneously.”

Encouraging results and unique approach

“Using the PRACE resources we demonstrated that we could
reliably compute the binding affinity of a wide range of small
molecules to different protein targets. In addition we were
able to develop a software workflow to facilitate the set-up
and execution of the calculations.”
According to Dr Michel the development of a workflow
is an important milestone in their research, because today it
is feasible to access supercomputing resources like PRACE.
The problem is that these computations generate so much
data. It is difficult to set up all calculations correctly, and to
deal with all the data that the simulations generate.
“Having developed a workflow to automate and prepare
an analysis of the calculations, we feel that we have removed
a major bottleneck.”
The workflow allows high-accuracy, high-performance
molecular simulation methods to be used by non-experts to
predict protein binding.
“This development will be of great practical use to
future researchers and research groups. When they have
access to high-performance computing resources such as
those available in the PRACE framework, they will now be
able to use them to support structure-based drug design
efforts.”
“Our goal is really to allow scientists who are not
computer experts to utilize state-of-the art molecular
simulation technologies in their own research. This makes
our approach unique.”

“Many of these cyclophilins are implicated in various
diseases, such as cancers and hepatitis C. The aim is to
design a drug that binds exclusively to one of them. This is
very difficult because most cyclophilins have a very similar
shape. Existing drugs bind to several cyclophilins, which
causes unwanted side-effects. The simulations that we have
performed indicate that we can select compounds that are
more likely to bind to a specific cyclophilin. Eventually some
of these compounds may be put through preclinical tests,”
Dr. Michel adds.

Interest in the industry

Cyclophilins in the focus

In the early phase of drug development, researchers look for
molecules that bind to given biomolecules.
“The small molecules have to behave like an adhesive
tape and stick to the surface of the target biomolecule, this
stickiness is an important property that most drugs need to
have.”
“Our approach is more accurate than the techniques
currently used in the industry, but requires significant
computing power”
“We are collaborating with biochemists to design small
molecules that can bind to proteins called cyclophilins. There
are at least 20 different cyclophilins in human body that play
different roles in a cell.
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“There is strong interest in the pharmaceutical industry in
using computational methods, primarily because they are a
very efficient way to select compounds for preclinical tests.
Since the experiments are expensive, it saves both time and
money to track the right kind of small molecule by
performing preliminary calculations.”
Historically a lot of this kind of research is done by
computer chemists who do not work in wet labs.
“Since computational modelling has a significant impact
on modern research, it is very important that scientists who
lack extensive expertise in using computational methods can
have access to these sophisticated tools within a sustainable
high-performance computing environment in Europe.”

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
DGDRUG/
Compute resources used at LRZ (SGI Altix).

• University of Edinburgh, (Institute of Structural and
Molecular Biology, Edinburgh, UK
• University of Bristol, School of Chemistry, Bristol,
UK

New configurations for film cooling
of turbine blades
Pirjo Rötkönen

Gas turbines are the heart of gas-fired power
plants, as well as of aircraft jet engines and
transport vessels. Their combustion
temperatures are now so high that turbine blades
need additional cooling for efficient performance.
Simulations for the appropriate coolant flows
require high-performance computing resources.

homogeneous and persistent as possible,” explains Professor
Leonhard Kleiser, Institute of Fluid Dynamics at ETH
Zürich, the Swiss Federal Institute of Technology.

New cooling ejection configuration

The research group have been investigating a special,
recently developed cooling ejection configuration which uses
two interacting coolant jets. According to Kleiser the
manufacturing costs for this configuration are supposed to
be lower than those of methods using more involved shapes,
because the holes still have a simple cylindrical shape.
“The most economical flow computations (using the
Reynolds-Averaged Navier-Stokes equations, RANS) usually
involve tuning to a specific flow scenario which we wanted
to avoid. If, on the other hand, we had chosen the most
accurate and general method of turbulent flow computation
(the Direct Numerical Simulation, DNS), computational
constraints would have prevented us from simulating any
application-related cases. Instead, we chose the so-called
Large-Eddy Simulation (LES) approach to computational
fluid dynamics, in which a time-resolved, three-dimensional
turbulent flow is represented numerically and only the finest
turbulent flow scales are modelled. The employed LES
sub-grid model was developed earlier in our group and has
proved very successful for various flow types.”

Engine efficiency can be enhanced significantly by
increasing the temperature of the combustion process. In
recent years, higher efficiency has been one of the driving
forces in the development of gas turbines, which is why
turbine temperatures have been steadily rising. However,
very high temperatures can damage turbine blades.
The blades can be protected by thermal barrier coatings
but additional cooling is also necessary. In film cooling, the
blade temperature is lowered by ejecting cooling gas through
holes in the blade surface directly into the hot oncoming
boundary-layer flow.
“Present-day combustion temperatures would cause the
turbine blade material to melt if it were not cooled. Film
cooling is used to shield the blade surface from hot
combustion gas. The goal is to create a film that is as
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The simulation code exploits the special vector
architecture of NEC SX-series supercomputers installed at
HLRS Stuttgart.
“The efficiency of our simulations exceeds what usually
can be attained on standard massively-parallel scalar
supercomputers. In general, huge resources are needed for
accurate computations of applied flow problems. Solving the
turbulent flow near walls necessitates very fine numerical
grids. At the same time, engineering applications usually
feature relatively large spatial simulation domains. We thus
required large computational resources, which fortunately
were provided to us by DECI through three successive
projects.”

homogeneity and the downstream persistence of the film.
For example, you have to make sure that the injection
momentum is high enough to prevent the coolant from
mixing with the hot combustion gas. Furthermore, the
combination of the injection momentum and injection angle
has to be chosen in such a way that the interaction of the jets
helps to build up a homogeneous film. Finally, a rapid closing
of the hot gaps between the discrete jets impacts the
reduction of downstream endurance and vice versa.”
According to Kleiser these findings add to the
understanding of the complex interaction between two
coolant jets and hot combustion gas.
“The simulation of a full turbine blade would exceed our
available computational resources for the present – our
simulation of a single pair of coolant jets already required
the exceptional resources provided by DECI,” Professor
Kleiser concludes.

Understanding the interaction between coolant
jets and combustion gas

“We validated our simulation set-up by simulating a
reference experiment. The results we obtained were in
accordance with the experimental data. Next, we confirmed
that a less time-consuming simulation on a coarser grid
essentially retains the quality of our results. Using these
coarse simulations, we moved on to application-related hot
gas temperatures of 1 500 K. Under these conditions, we
studied the influence of certain cooling flow parameters by
various simulations. These parameters include different
coolant injection momentum and injection angles.”
“We found that both parameters – the injection
momentum and the injection angle – are essential for the

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
FCOOL3
Compute resources used at HLRS (NEC SX).

• ETH Zurich, Institute of Fluid Dynamics, Switzerland
• Universität Stuttgart, Institut für Aerodynamik und
Gasdynamik, Germany

Visualization of film cooling simulation results. The bottom plane represents the wall to be cooled by blowing cooling air through two
inclined holes in the wall. The flow is indicated by streamlines. Black lines mark the oncoming hot gas within in the boundary layer close
to the wall, which is displaced by and mixed with the first and second coolant jet (green and yellow, respectively). The various planes are
coloured by the respective local temperature distributions (red: hot, blue: relatively cool). The backside plane represents the temperature
in the centre plane (shifted for better visibility).

Snapshot of the complex instantaneous threedimensional flow field within and around two
coolant jets. Smaller coherent vOrtical flow
structures are depicted in yellow and larger
ones in green. The flat plate and the walls are
coloured transparently in purple.
© FCOOL3
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The problems of fusion energy
simulated with Elmfire
Anni Jakobsson

Heating of the plasma takes massive amounts of energy,
and energy is lost when plasma becomes turbulent. One of
the key problems of fusion reactors at the moment is that the
process may take more energy than it produces.
In order to produce a sustainable fusion reaction, part of
the energy released by the fusion reaction must be used to
heat new nuclei and keep them hot for long enough to
undergo fusion reactions. Retaining the heat is called energy
confinement.
A research group working in Finland is trying to resolve
some of the biggest problems in fusion energy: plasma
turbulence and plasma confinement. Research is carried out
partly with the resources provided by DECI.
Dr. Jukka Heikkinen, Principal Researcher at VTT
Technical Research Centre of Finland is managing a group of
five researchers: Dr. Timo Kiviniemi and Ph.D. students
Susan Leerink, Tuomas Korpilo and Salomon Janhunen
from Aalto University, Finland.
There are three main problems in fusion in general:
the first one is how to heat up the plasma to high enough
temperatures, the second problem is the plasma
confinement: how to keep the heat and particles inside, and
the third big problem is how the edge materials can handle
the energy load that come out of the plasma. Our group is
concentrating on the confinement, tells Dr. Kiviniemi.

Nuclear fusion is the process that powers the
Sun, and all the stars in the universe. If nuclear
fusion could be mastered on Earth, it would be
a reasonably clean, almost limitless supply of
energy.

The most effective way to create fusion power on Earth is to
fuse two hydrogen isotopes, deuterium and tritium, in a
plasma. Energy is released when these nuclei fuse together.
Plasma is a very hot gas consisting of ions. Nuclear fusion on
Earth requires enormously high temperatures: the plasma
has to be heated up to 100 million Celsius degrees to start
the fusion reactions.

Main problems of fusion energy

The best performance levels have been achieved in tokamaktype reactors, where the plasma is heated in magnetic
doughnut-shaped (toroidal) reactors. Plasma becomes
turbulent when it is heated up in the tokamak. This means
that the motions of the ions are chaotic and unpredictable.
Heat is lost during turbulent flows of plasma, which means
loss of energy. The physics of turbulence is still partly a
mystery.
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3D illustration of density fluctuations in Ohmic Textor simulations
with full-f gyrokinetic code Elmfire. © Aalto University / VTT

Simulations with Elmfire

Simulating reality

The group is using the Elmfire software, which is a
gyrokinetic code able to simulate plasma turbulence, and
at the same time a neoclassical code. This means that it is
possible to combine neoclassical effects and turbulence.
Elmfire is a program that integrates almost all of these
aspects: heating of the plasma, confinement of plasma, and
also plasma-wall interaction. In principle we can try to
resolve all these problems at the same time on the energy
confinement timescale. It is a kind of physical timescale over
which practically everything happens. If we are able to
simulate one confinement time, then we probably already
know everything about the confinement, explains
Dr. Heikkinen.
The group has written most of the code by themselves,
and they also handle the source code development and
porting issues for supercomputers mostly on their own. A lot
of Elmfire development is done also at CSC and via various
projects in which CSC is part of (FinHPC, EUFORIA, CRESTA).
This work has done crucial improvements to the scalability
of the code.
–Neoclassical physics is important since it can create
steep electric fields at the edge of the toroid which can then
suppress turbulence there. With Elmfire we can study how
electric fields generate and maybe suppress the turbulence
meaning that the confinement is improved, which is
important for production of fusion energy, Heikkinen
continues.
Currently Elmfire is able to run on supercomputers at
multi-Teraflop/s intensity. During the last years the group
has been granted DECI access to JUROPA and JUGENE
machines at FZJ, Germany, HECToR at EPCC, UK and Louhi
at CSC, Finland.
With DECI resources we tested a new scrape-off-layer
(SOL) model in our code and we have seen that it has a
really great importance in how the electric field generates
near the edge. That has great importance in how the
turbulence is suppressed there. That was one of the main
results achieved with the latest DECI resources, tells
Kiviniemi.
Recently a group led by Jan Åström (CSC, Finland) was
granted access in the PRACE Preparatory Access call to run
further scalability tests on JUGENE with Elmfire.

Each test particle in the computer simulations corresponds
to a huge number of real particles, and this creates numerical
noise, which is a problem.
The test particles we are using in our simulations
correspond to several thousands of billions of real particles.
We typically use a hundred million test particles in our
simulation and in the real fusion devices there are some 1020
particles. No one is simulating all particles. That means that
there is some numerical noise in the simulations which is
always a problem, tells Kiviniemi.
The group is currently simulating a reactor similar to
the size of the FT-2 tokamak, which is physically located in
St. Petersburg, Russia.
We have done FT-2 for several years, and we are now
making the next step to a slightly bigger machine which is
the Textor machine in Germany. We can see very well how
the problems scale nicely with the computer resources that
we have available, tells Ph. D. student Leerink.
The collaborators at FT-2 provide experimental data
which is compared to the data created by Elmfire.
The FT-2 reactor has good experimental diagnostics.
Susan has done detailed comparison of experimental
measurements to the turbulence data from our code. From
larger tokamak machines they don’t get so much
experimental data to compare, so it is sort of benchmark for
our code that it really simulates reality, tells Kiviniemi.
Simulating ITER (International Thermonuclear
Experimental Reactor) is still in the future because of the
multi-Petaflop/s or Exaflop/s computing resources required.
The group will be applying for further PRACE resources in
the future for it.

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
psiedge
Compute resources used at CSC (Cray XT).

• VTT (Euratom-Tekes association), Espoo, Finland
• Aalto University (Euraton-Tekes association), Espoo,
Finland
• Spanish National University for Distance Education
(UNED), Spain
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Photo-switching the conformation
of azobenzene
Päivi Brink

The first large-scale study of photo-isomerization
of azobenzene in a liquid crystal host has been
conducted in Italy and Germany with the aid of
atomistic computer simulation. The majority of
previous studies were carried out in vacuums.
The knowledge gained in the study has invaluable
practical applications in photo-switchable
devices and nano-actuators, such as artificial
muscles. For future extensions of the molecular
dynamics technique (MD), the study suggests
investigating the behaviour of molecules in
excited states.

modifying their structure. Depending on the modifications,
this allows the desired functions of the device to be
performed, e.g. to contract or stretch, upon receiving a user
command.

The atomistic molecular dynamics method

The group has recently developed a modified atomistic
molecular dynamics method. The method entails modelling
the absorption of a light photon in a virtual experiment,
where photon absorption is used to excite the azobenzene
state and to change interactions with its surroundings. The
interactions are mathematically characterized by the
collection of their potential energies, known as the Force
Field (FF).
“The solute-solvent evolution occurs with the excited
state FF until the system returns to its ground state via a
simulated decay process and the FF returns to its original
state. The virtual experiment is repeated several times, in
order to provide meaningful statistics for the results,”
Pizzirusso says. This process is illustrated in Figure 1.
Azobenzene is a fairly rigid molecule with two phenyl
rings connected by a N=N double bond. In the standard trans
form the two rings are on opposite sides of the double bond
and the molecule is in its most elongated form.
“When illuminated with near-ultraviolet, the
azobenzene molecule is converted from an elongated shape
(trans form) into an bent one (cis form), due to the temporary
loss of the double bond character of the N-N group that
confers rigidity to the molecule. The two rings can thus
rotate around the N-N bond, or invert their position, without

Chemical physicist Dr Antonio Pizzirusso specializes in
atomistic computer simulations of liquid crystals. He has
applied this technique to study various problems including
systems of interest in the organic electronic field and the
order of solutes in liquid crystals. Pizzirusso is currently a
post doctoral researcher in Professor Claudio Zannoni’s
group at the University of Bologna in Italy.
The group’s aim has been to gain an understanding of
the photo-isomerization mechanism at the molecular level
and the role of the environment in the process. Practical
applications for the findings of the research can be found in
photo-switchable devices and micro and nano-actuators,
such as artificial muscles. The performance of these devices
is based on photo-control mechanisms, where appropriate
molecules such as azobenzene interact with light, thereby

1) Illustration of virtual
experiments performed
with modified molecular
dynamics.
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Snapshots of the simulated samples of 8CB (gray) with azobenzene as solute, in trans (left) and cis conformation (right).

exiting from the molecule plane, thereby ending up on the
same side, which is by nature shorter,” Pizzirusso explains.
This is illustrated in Figure 2.
The main change in the molecule is in its shape; from
approximately linear and thin, to bent and bulkier. However,
not all the illuminated molecules undergo this change, only a
fraction does. That is why hundreds of photoexcitation
experiments are required.

The researchers still need to determine whether the
interconversion can take place in a solid matrix, such as a
polymer, where molecular movements are very limited.

Over a million compute hours

Simulation methods and supercomputers have played a
fundamental role in Pizzirusso’s study. The evolution of the
molecules involves solving Newton’s equation of motion for
all the azobenzene molecule atoms and the liquid crystal
solvent. The equations of motion for over 66 000 atomic
centres have to be solved and the calculations have to be
repeated at various temperatures.
“With current processors this requires over a million
compute hours, with a high degree of parallel processing, to
perform the simulations in a reasonable number of months,”
Pizzirusso points out.

Results are promising – more experiments
needed

In the first part of the project, Zannoni’s group performed
MD simulations and obtained three order-versustemperature phase diagrams: the first for a pure liquid
crystal system without azobenzene, the second for a 5 %
mixture (in molar concentrations) of trans azobenzene in
liquid crystal, and the third for a 5 % mixture of cis
azobenzene in the same solvent. They evaluated the effects
of the solute on the mesophases.
“The virtual experiments are still ongoing, in order to
improve the statistics. We expect the study to reveal that the
relative orientation of the azobenzenes, with respect to the
liquid crystal director, directly influences both the quantum
yield – the fraction of molecules that change their shape – and
the time required for this conformational change,” he says.

Further information
http://www.deisa.eu/science/deci/projects2010-2011/ALC

Compute resources used at CINECA (IBM Power6) and
RZG (IBM Power6).
• Università di Bologna e INSTM, Italy

2) Left: Chemical sketch of the
azobenzene molecule and its
conformational change from the
trans isomer to the cis isomer
upon illumination.
Right: A typical isomerization
pathway on the excited and
ground state potential energy
surfaces. (From: G. Tiberio,
L. Muccioli, R. Berardi,
C. Zannoni, ChemPhysChem,
11, 1018 (2010).)
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Getting prepared for earthquakes
and their consequences
Pirjo Rötkönen

The interior structure of the earth and its
geophysical properties are generally studied by
seismology but high-performance computing
simulations of the propagation of seismic waves
are a new and invaluable tool for understanding
wave phenomena, how they are generated and
what their consequences are.

© SEISSOL

“The main goal of our research is to simulate the strong
ground motion of earthquakes as realistically as possible.
By modelling this phenomenon, we can significantly increase
our knowledge of seismic hazards. One of the ways that the
results can be used is to improve construction of buildings so
that they can resist earthquakes,” explains Ph.D. (cand.)
Christian Pelties, Department of Earth and Environment
Sciences, Ludwig Maximilian University of Munich, Germany.
In order to accurately simulate a complete wave field in
realistic media with complex geometry and geological
rheologies, the research group started a project to improve
and apply SEISSOL. This accurate and powerful simulation
code incorporates complex geological models and can take
into account a variety of geophysical processes affecting
seismic wave propagation. The code created at Ludwig
Maximilian University is based on ADER-DG, the Arbitrary
high-order DERivatives Discontinuous Galerkin method.
“The scheme allows the use of fully unstructured
tetrahedral meshes while keeping high-order accuracy. It is
designed to model seismic waves in realistic and
heterogeneous media.”

Illustration of a complex three-dimensional fault system (vertical
planes) inspired by the Landers fault system that ruptured in
1992 with a magnitude of 7.2. The fault is discretized by a fine
triangular grid in order to resolve the fault physics accurately.
With increasing distance to the fault mesh coarsening is applied
to save computational costs as the wave propagation allows larger
elements. Note that the use of tetrahedral elements is in this
example of particular interest as they could be aligned into the
fault branches under shallow angles.

Ruptures involved
“Within the topic of seismic wave propagation modelling,
different source representations are possible. The one that is
applied depends on the focus of the study. If dynamic rupture
sources are represented, we can model not only the wave
propagation of the earthquake, but also the spatially
extended rupture process itself.
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“Therefore, an additional non-linear friction law that
describes the frictional sliding between two rock masses has
to be solved at all elements touching a pre-defined fault
plane. Mathematically it can be understood as a timedependent boundary condition. Although the computational
costs are not much higher than a standard simulation, the
problem is numerically very challenging because the
imposed boundary condition can amplify non-physical
modes of the wave field.
“The incorporation of three-dimensional earthquake
rupture dynamics into the highly scalable ADER-DG code will
lead to realistic hazard assessment simulations. To our
knowledge, ADER-DG is currently the only method that
solves the dynamic rupture process without triggering
undesired high-frequency noise,” Pelties adds.
“Simulations of hypothetical future earthquakes provide
information about the intensity, acceleration and velocity of
ground shaking, meaning their peak values and spectral
response. These findings will be vital in helping to plan for
future earthquakes.
“The use of unstructured tetrahedral elements is of
particular interest for dynamic rupture simulations, because
the rupture front evolution requires a dense spatial sampling
whereas the excited waves can be modelled with much larger
elements to save computational costs. Furthermore, in a
complex fault system that includes curved faults and fault
branches, the elements can be easily aligned to the fault
geometry and merging fault segments of shallow angle.”

Three-dimensional codes

Realistic earthquake simulations are only solvable with
the support of high-performance computing infrastructure.
The complexity of the problem requires massive parallel
high-performance computing architectures.
“Besides, these fully three-dimensional earthquake
simulations cost. This is really the point where DECI can
help, by providing a perfect opportunity to access the most
powerful high-performance facilities in Europe.

Further information
http://www.deisa.eu/science/deci/projects2006-2007/
SEISSOL/
Compute resources used at LRZ (SGI Altix).

© SEISSOL

• Department of Earth and Environmental Sciences,
Geophysics Section, Ludwig-MaximiliansUniversität München, Germany
• Institut für Aerodynamik und Gasdynamik,
Universität Stuttgart, Germany
Development of the ground velocity field with time. The topography
is scaled by a factor of 3. v represents the absolute particle
velocity in m/s. The viewing direction is roughly from southeast
to northwest. A directivity effect towards north can be clearly
observed that corresponds to the northwards evaluating rupture
front in the subsurface.
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Particle flows: Improving the computational
efficiency by model comparisons
Päivi Brink

Some mathematical models for the movement
of microscale particles in fluid flow pose time
challenges even for supercomputers. In an
attempt to find solutions to this problem,
researchers on the DiParTS project combined two
simulation models; one fast and computationally
cheap, the other computationally expensive and
much longer lasting. They ran the models in
parallel, constantly comparing the results. When
the codes agreed, i.e. when only running the
cheap variant was sufficient, they continued for
a while exclusively with the fast code.
When water flows in a very small tube, which has a sawtooth-like cross-sectional profile, microscale particles
dispersed in the water behave strangely. If the water moves
back and forth for a long time, the particles drift, even if the
stimuli average out to zero. Both the speed and the direction
of the drift depend on the particles’ size. Different models
exist to describe the underlying fluid and particle
movements, but the more precise models are
computationally too expensive, even for a supercomputer.
The computation times are too long.
Dr Tobias Weinzierl is a computer scientist at the
Technische Universität München (TUM). He headed the
DiParTS project and worked with a multidisciplinary team
from Germany, Romania and Saudi Arabia. The researchers
represented computer sciences, mathematics and physics
and together they found an efficient way to solve the
computing time challenge.
“We combine two simulation codes and run them in
parallel. One code solves the problem very accurately, but
has high computational demands. This model is a LatticeBoltzmann solver combined with a simple fluid-structure
interaction model for rigid spherical particles. It even picks
up the Brownian motion of the fluid – which is one of the
factors often blamed for causing the drift,” Weinzierl
explains.
“The other code approximates the particle’s movement
without inserting the particle into the fluid. By this I mean
that we assume that the particle swims smoothly with the
flow and does not alter it. Hence, we can compute the flow
without the particle and subsequently reconstruct the
particle’s momentums from the flow field – as if the particle
were there. This model is based on the well-known Faxen

The Faxen model.

theorems valid for some creeping flows. After a while we
compare the results of the two models. If they agree, we
continue for a while with the fast code,” Weinzierl continues.
When only the Faxen code is running it is cheap and fast
and can sometimes be computed even with a desktop
computer. This saves supercomputing time and money and
contributes to the energy efficiency of the method.
“Furthermore, it is possible to save the fluid field to a file
and change computers. We can use grid or cloud computing
and we don’t have to continue with the same supercomputer
that we started with. It is up to us which machine to use. Now
we can choose the supercomputer according to the problem,
workload and the features of the computers.”

Achievements and limitations of the method

The results of the project can be used for further research.
All information about these particle movements is important
for biology, biochemistry, medicine, pharmacology and
environmental sciences. It may in the future be used, for
instance, to study proteins and other particles in human
bodies, or to separate DNA molecules from each other. The
method of comparing codes can also be used by other
scientists.
“The Faxen code provides a good approximation of the
particle movement, only if the particle is not near the
boundaries of the computational domain and if the fluid flow
around the particle is not changing rapidly. This is the
limitation of using the comparative method, since we could
not completely bridge the gap between the results given by
the two codes. We were, nevertheless, able to derive a
method to switch from Faxen to Lattice-Boltzmann, if the
particle approaches the boundary,” Weinzierl explains.
The time saving achieved depends on the position of the
particle. If the particle rolls along the wall, time cannot be
saved, as the researchers have to employ the accurate solver.
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“Time can, however, be saved if the particle roams in the
center of the ratchet and only approaches the wall from time
to time. The exact amount of time saved depends on the
accuracy the user wishes to obtain. We switch back and forth
between the supercomputer and the local workstation, but the
time both run in parallel is still typically more than an hour.”

What is the next step for DiParTS?

“In our further research, we want to provide an expert
system that automatically provides information about these
two codes and predicts whether both schemes will deliver
the same results,” Weinzierl reveals.

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
DiParTS
Compute resources used at FZJ (IBM BlueGene/P).
•
•
•
•

Technische Universität München (TUM), Germany
King Abdullah University of Science and
Technology (KAUST), Saudi Arabia
Technical University of Cluj-Napoca, Romania

The computational grid used for the Lattice-Boltzmann model and the
grid used for the Faxen model. The Lattice-Boltzmann model is much
finer and more expensive. By running these two models in parallel
and comparing their results, the time needed for supercomputers can
be shortened, if it turns out that the less accurate and less computeintensive simulation is sufficient. The Lattice-Boltzmann illustration is
by Philipp Neumann, a member of the DiParTS team.
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Solving secrets of influenza
Pirjo Rötkönen

Influenza is one of the most common infectious
diseases. It spreads around the world in seasonal
epidemics, resulting in the deaths of between
250,000 and 500,000 people every year.
Researchers all over the world are investigating
mechanisms of influenza and developing tools
to reduce the injurious effects of epidemics.
The focus is on new antiviral drugs and drug
delivery systems.

Membrane fusion, the process where the influenza virus
enters and infects cells to release the viral genome into the
cytoplasm, has been very difficult to characterize at a
molecular level. Influenza hemagglutinin catalyzes fusion by
interacting with membrane lipids, but the nature of this
interaction is not well understood.
This is a big problem and one where fundamental
questions remain unanswered after decades of study by
many of the world´s top scientists, such as Sir John Skehel,
Ian Wilson and Don Wiley.
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in experiments. This is easier said than done, because the
whole point of the simulations is to look at things that we
can’t observe directly in the laboratory. However, we have
some good ideas that we are working on,” Dr. Kasson says.

Helping to develop new drugs

© SIVE

The development of robust predictive models for the
mechanism of membrane fusion will aid in understanding
the underlying physical process and how to effectively target
it with antiviral agents.
“In the long term, there are several important reasons
why we would like to understand influenza viral entry
better. Above all, we want to help researchers and
pharmaceutical companies to develop better and more
effective antiviral drugs. Through learning about viral entry
we can understand similar processes in the cell, such as
neurotransmitter release. Last but not least, this knowledge
can be used to help in designing new drug delivery systems.”

Two vesicles adhering prior to fusion.

More to come

“We are developing models of how the influenza virus
enters cells. We have been collaborating for a long time with
Professor Erik Lindahl´s research group at the Stockholm
Centre for Biomembrane Research, Stockholm University,
Sweden. His group works on high-performance molecular
simulation and membrane proteins, whereas my research
group focuses on influenza and antibiotic-resistant bacteria
via both simulation and experiment,” notes Associate
Professor Peter Kasson, University of Virginia.

No solutions overnight

“We don´t expect to solve the questions overnight, but by
using high-performance simulations, we can bring an
important new approach that hasn´t been used in this way
before. As a matter of fact, prior to the facilities provided by
the resources available through the DECI calls, such
simulations simply weren’t possible,” Dr. Kasson adds.
This DECI call awarded project involved a mix of
high-performance simulation to generate high-resolution
mechanistic models of influenza membrane fusion and
biophysical experiments to test the models. The research
groups are still processing the results of the computations.
“One of our important findings is that the two
membranes – the cell and the virus – can stick together like
flypaper. This stops them from coming apart, but it also
slows things down for fusion and viral entry. It appears that
there are a number of potential ways to overcome this. We
are looking deeper to discover which ways the virus is
actually using,” he explains.
The goal of the research on viral entry is to understand
the fundamental biophysical pathways of fusion, and to
develop a robust theory for how hemagglutinin catalyzes
fusion.
“Since my research group is doing experimental studies
on influenza, we are planning to test our theories and models

27

According to Dr. Kasson this is an exciting time for molecular
simulation. Within the past few years, the ability has been
gained to quantitatively predict experimental observables
for small biomolecules.
“Our interest and expertise lies in achieving the next
revolution in computational methods addressing the more
complex cellular environments required to analyze problems
in cellular biophysics and infectious disease. Our goal is to
leverage synergy between computation and biophysical
experimentation for a mechanistic understanding of viral
infection and to design therapeutic strategies,” Dr. Kasson
concludes.

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
SIVE/
Compute resources used at EPCC (Cray XT).

• Stockholm University, CBR – The Stockholm Center
for Biomembrane Research, Stockholm, Sweden

© ITER Organization

In the core of fusion energy
Heini Santos

For the past four years, Dr. Alberto Bottino from the Max
Planck Institute for Plasma Physics has been in charge of
developing an electromagnetic version of the particle-in-cell
code that enables the study of turbulence in magnetically
confined plasma. The task is linked to a gigantic international
effort called ITER. The goal of the eight billion euro project is
to construct a fusion reactor in Cadarache, France.
– Why is ITER so big and expensive? In short: because of
the turbulence. Turbulence imposes constraints on the size
of a reactor like ITER. Its study requires the development of
numerical simulations, Bottino says.

© ITER Organization

As the world is urgently seeking for cleaner ways
to produce energy, fusion may be the answer with
potential to provide an almost inexhaustible
source of energy with minimal environmental
effects. So far, one of the issues has been
controlling the turbulence in the plasma at the
core of a fusion reactor. Understanding the
different types of turbulence and their effects are
the key steps on the road to future energy
solutions.

The donut-shaped vessel inside the tokamak holds plasma – a
mixture of deuterium and tritium heated to over 150 million degrees
Celsius. Strong magnetic fields keep the plasma away from the walls.

temperature of 150 000 000 C° they become plasma, a hot
ionized gas, creating an environment for the atoms to fuse and
produce energy. In ITER, such conditions are achieved in a
tokamak device that uses magnetic fields to control the hot
plasma.
– Charged particles in a magnetic field are confined like
beads on a string. To avoid losing beads, the simplest idea is to
close the necklace. The same is done with the magnetic field.
However, because of the curvature of the bent magnetic field,
the particles do not follow exactly the field lines, but drift
slowly in the direction perpendicular to the field, Dr. Bottino
explains.

Beads on a string

The sun’s energy – light and heat – is generated by nuclear
fusion reactions that occur when Hydrogen is transformed
into Helium. In order to produce fusion energy on Earth we
must use phenomena different from the extreme conditions
inside the sun.
The most efficient way to do that is to use two Hydrogen
isotopes, Deuterium and Tritium. At the staggering
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An example of electromagnetic
turbulence simulation in a
circular CYCLONE tokamak.
© ORBELEM

Bridging the gap to future

The construction of a controlled nuclear fusion research
reactor, ITER, joins together the efforts of scientists and
engineers from countries representing more than half of
the global population in order to obtain an energy source
almost inexhaustible with minimal environmental effects.
With a total construction cost of almost € 8 billion, the
project is the second in size scientific experiment in the
world, after the International Space Station. www.iter.org

In the future, tokamak devices can provide an almost inexhaustible
source of energy with minimal environmental effects. Here is an
artists impression of such device.

Focus on micro-turbulence
The main goal of Dr Bottino’s project was to numerically
simulate the electromagnetic turbulence in global, full radius
tokamaks. The understanding of turbulence in magnetically
confined plasmas plays a crucial role in the control of the
anomalous transport of heat, particles and momentum in
future tokamak based reactor devices.
– A tokamak confines a few individual particles perfectly,
but the confinement of a large particle population is not
guaranteed. In other words, the behaviour of a particle can be
very different in a crowd than if it were alone, because waves
and instabilities can change its motion in the plasma
significantly, Dr. Bottino adds.
Bottino’s research focused on micro-turbulence that is
caused by gradients in temperature, density and magnetic
field. Exceeding critical values for these factors cause the
hottest particles at the centre of the plasma to stir and interact
with the colder ones, which leads to turbulence.
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The research was done in collaboration with colleagues from
the Plasma Physics Research Centre (CRPP) of the Ecole
Polytechnique Federale in Lausanne and University of
Warwick. Using the national computing resources via DECI
calls, the researchers adapted the ORB5 – a code that solves
the gyrokinetic equations in the whole plasma core – thus
improving its usability for the study of electromagnetic
turbulence.
– We have for the first time demonstrated the feasibility
of global nonlinear electromagnetic simulations of microturbulence in tokamaks using a particle-in-cell code, which is
the first step towards the simulation of fast particle induced
turbulence, Bottino states.
External heating or fusion processes in particular can
create such fast particles. The presence of fast particles can
lead to the destabilisation of electromagnetic modes or even
to additional energetic particle modes. Such effects not only
reduce the alpha particle heating efficiency, but also lead to
excessive heat loads and can damage the plasma facing
components.
In terms of preparing future ITER scenarios, further
study of energetic particle driven instabilities and their effect
on plasma heating, together with the interaction of fast ions
with background magnetohydrodynamic behaviour is of
crucial interest. Obtaining a comprehensive understanding of
fast particle effects is a prerequisite for bridging the gap to
future fusion based devices.
The second part of the project focused on performing
the first ever global particle-in-cellsimulation of
electromagnetic turbulence for realistic plasma parameters
and profiles.The access to top-end HPC power allowed for
fully convergedglobal electromagneticsimulations of
medium size tokamaks for realistic electron-ion mass ratio.
These simulations showed that electromagnetic effects must
be consideredfor correctlypredicting the level of heat and
particle transport, even in present dayexperiments.This part
of project was particularly successful and could benefit a
lotof the improvementsin the efficiency and stability of Cray
XT5 at CSC.The first nonlinear results and code verifications
have beenpresented inthe most important fusion energy
conference (IAEA FEC 2010) and published in international
journals.

Further information
ITER organisations full terms of use can be found here:
http://www.iter.org/media/www/downloads/av_terms_
of_use.pdf
http://www.deisa.eu/science/deci/projects2009-2010/
ORBELEM
Compute resources used at CSC (Cray XT).

High-throughput single-particle
analysis in 3D electron microscopy
Renata Gimenez and Tiina Leiponen

Increasing productivity and optimizing

The research group of Carlos Oscar Sánchez
Sorzano from the National Center of
Biotechnology in Madrid aims at optimizing the
steps in the 3D analysis of single-particles, with
optimized XMIPP, high throughput application, in
further reduced computing time. This will increase
the productivity of structural biologists and
optimize the use of available.

Over the last 20 years, the National Centre of Biotechnology
(CSIC) in Spain has developed an open-source software
package to address this 3D reconstruction problem. The
group of researchers in the PS-3DEM project group aim at
optimizing the steps involved in the 3D analysis of singleparticles. ”Optimized XMIPP results a high throughput
application and further reduced computing time. This will
increase the productivity of structural biologists and
optimize the use of available”, tells professor Sánchez from
the National Centre of Biotechnology, Spain.
Macromolecular complexes perform their biological
functions in the cell thanks to their structural flexibility and
their biochemical properties. The transmission electron
microscope provides two-dimensional projections of frozen
isolated complexes and allows simultaneous imaging of
thousands of copies of the same complex but in different
conformations. “The problem addressed in this work aims at
identifying the deformation and projection direction of each
imaged complex. By doing so, we are able to reconstruct the
deformation paths used by complexes which allows filming
molecules in action using transmission electron microscopy”,
explain Sánchez and Jonic.
A hybrid approach that integrates Normal Mode Analysis
(NMA) into a rigid-body, projection matching method has
been developed to study conformational changes of
macromolecular assemblies. The novelty lies in allowing the
determination of a whole set of intermediate structural
conformations for studying continuous-type conformational
variability. To isolate gradual structural transformations,
this approach uses NMA of high-resolution or low-resolution

The research group of Slavica Jonic from IMPMC, CNRSUniversity Pierre and Marie Curie, in Paris, aims at
developing new image analysis methods for visualizing the
conformational changes undertaken by macromolecular
complexes. The collaborative efforts of these two groups
open a new door towards high throughput 4D Electron
Microscopy.
Structural biology aims at the elucidation of the threedimensional (3D) structure of biological macromolecular
complexes in order to fully understand its function in the live
cell. An approach to collect such structural information is
imaging tens of thousands of copies of the same complex in
an electron microscope. Images have to be intensively
processed to obtain the 3D structure at high resolution that
is essential for studying the relation structure-function.
This field is usually called 3D Electron Microscopy (3DEM).
Currently, solving a structure at high (subnanometer)
resolution typically takes 50.000 CPU-hours. The time would
be even longer without the parallelization of the most time
consuming steps.

© PS-3DEM

Figure 1a. The DNA
Polymerase α is an
enzyme responsible for
the initiation of DNA
replication in eukaryotic
cells. In this figure we
show three different
views of a static threedimensional structure
represented by a coarsegrained model obtained
from an EM structure .
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© PS-3DEM

Towards 4D Electron Microscopy
“We propose to follow a different strategy to analyse
heterogeneity. We first compute a pseudo-atomic
representation of the structure being analysed. We, then,
study the most important (regarding low-frequency
movements and collectiveness of the movements) modes of
vibration of the structure through normal mode analysis
(NMA). NMA defines a movement space, such that the
macromolecule is supposed to be deformed in the subspace
spanned by the NMA basis. For each experimental image we
determine its projection orientation as well as the
deformation in the NMA subspace. Finally, we reduce the
dimensionality of the deformation coordinates by Principal
Component Analysis (PCA). PCA defines a new coordinate
basis in which the deformation paths of a particular
macromolecule can be identified”, explains Dr Jonic
(see Figs. 1a and 1b).
The determination of the projection orientation and the
corresponding macromolecule deformation is a formidable
task that, in some cases such as complex conformational
changes and large macromolecules, may require 1 day per
image on a single CPU. “ In a typical 3DEM study we use
around 10,000 projection images, meaning that a single CPU
might require around 30 years to fully analyse the flexibility
of the complex” clarifies Sorzano. “Supercomputing
infrastructures are needed to reduce the computation time.
The Barcelona Supercomputing Center (BSC) participated in
the analysis of the software source code performing these
studies. We identified the code inefficiencies and reduced the
computation time by a factor of 2. We also parallelized the
code in order to benefit from the large computing
infrastructures provided by supercomputing centres like the
BSC”, says Sanchez Sorzano. “The optimized code was
successfully ported to two more European supercomputing
centres (IDRIS/Orsay and CINES/Montpellier in France)
where the results showed in this article were produced
(Figs. 1a and 1b)” concludes Jonic.

Figure 1b. Dynamics of different regions of the DNA Polymerase
α with one trajectory per view (same three views as in the
previous figure). Arrows indicate the direction and amplitude of
the displacement. Movies have also been produced showing the
dynamics.

reference structure within an iterative process involving
atomic or pseudoatomic reference-structure deformation,
volume building, and volume-to-image alignment.
“The new method can be generally used to study
large-scale structural rearrangements (slow collective
motions of atoms) of any biomolecule that can be imaged by
transmission electron microscopy (TEM)” says professor
Sánchez.

Macromolecular flexibility

Single-Particle Analysis (SPA) is a widely used to collect
structural information by imaging tens of thousands of
copies of the same complex in an electron microscope.
Studying the specimen using SPA, structural variability of
the sample is very often the main factor limiting the
resolution. Macromolecules with structural flexibility may
adopt different conformations to perform different
molecular functions. However, reconstruction algorithms
assume that images come from a homogeneous population
(identical copies of a macromolecule). Several methods have
been developed to study structural heterogeneity. These
methods either separate projections in homogeneous classes
using multi-reference classification or multivariate
statistical classification, compute elastic geometric
transformations between (pseudo)atomic coordinates of two
provided 3D structural conformations, explicitly estimate
the structural variability present in projections or identify
regions that are the most likely to vary from one image to
another.

Further information
http://www.deisa.eu/science/deci/projects2010-2011/
PS-3DEM
http://xmipp.cnb.csic.es
Compute resources used at BSC.
C.O.S. Sorzano, J.M. de la Rosa Trevín
(coss@cnb.csic.es).
National Center of Biotechnology (CSIC) –
Madrid – Spain.
S. Jonic (Slavica.Jonic@impmc.jussieu.fr).
Institut de Minéralogie et de Physique des Milieux
Condensés (UMR 7590 CNRS-Université Pierre et
Marie Curie-IRD) – Paris – France.

• Centro Superior de Investigaciones Científicas
(CSIC), National Centre of Biotechnology, Spain
• Institut de Minéralogie et de Physique des Milieux
Condensés (UMR 7590 CNRS-Université Pierre et
Marie Curie-IRD), Paris, France
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Training workshops in Barcelona at BSC.

PRACE trains users to take the
most out of the supercomputers
Anni Jakobsson

PRACE provides Europe with state-of-the-art
Research Infrastructure and supercomputing
systems. To use these leadership class systems
effectively, European scientists need special
technical skills which are not provided through the
standard science education systems. That is why
PRACE is putting a lot of emphasis on training
activities at the different levels.

training portal together with various education outreach
activities. The task has also developed the concept of
European training hubs. Nearly all the partners participate
to this task, which I fi nd very important.”

Seasonal schools

PRACE is continuing the series of seasonal training schools,
already very successful during the preceding PRACE
preparatory phase project.
“The series of eight seasonal schools started with an
autumn school in Barcelona, Spain. The schools are offering
a similar program, addressing contemporary methods in
high-performance computing: parallel algorithms, parallel
programming techniques, emerging approaches, debugging,
code optimization and so on. The autumn school was be
followed by the first winter school in Nikosia, Cyprus.
After the winter school there was a spring school in the UK,
and so on. Information on these schools can be found on the
PRACE website. “In principle, anyone may attend these
top-quality but free-ofcharge events, but understandably
there will usually be more interest than available places, so
the organizing site may have to implement some selection
criteria for the participants.”

Dr. Pekka Manninen, from CSC – IT Center for Science Ltd,
Finland, introduces the training activities of PRACE such as
seasonal schools and six advanced training centers.
“A sustained, high-quality training and education
programme is a prerequisite to ensure that the PRACE
Research Infrastructure (RI) will remain productive.
The efficient use of Tier-0 systems is highly non-trivial;
in order to benefit from the competitive edge inherent in
the infrastructure, our users must be skilled enough to use
it properly. The training task builds a permanent network
for training in the field of Tier-0 computational science.
The most visible actions are a topquality face-to-face
training event curriculum and the establishment of an online
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PRACE Training portal

© SARA

PRACE has also online training possibilities.
“The hub or the beacon of the training network is a
web resource and a meeting point that we call the PRACE
Training portal. The training portal features, among other
things, material for teaching and self-learning; a discussion
forum for peer-to-peer discussion and problem solving in
various issues related to Tier-0 computing and HPC in
general; a comprehensive, up-to-date database of seminars,
workshops and other events relating to HPC and
computational science in Europe; blogs related to training
and HPC; tests, quizzes and so on. The launch of the portal
took place in the first quarter of 2012.”
In addition to the seasonal schools there are two
community-targeted training events, EU-U.S Summer
Schools and PRACE Advanced Training Centers.

Training workshop in Amsterdam at SARA.

scientists and programmers to maximise efficiency and
research output on such systems,“ adds Dr. Simon Wong,
Head of Education & Training at ICHEC (Ireland). “PRACE
has shown its commitment to address this challenge by
establishing the PATCs to significantly expand its training
programme.”
There are at least one PRACE PATC in operation at any
one time, but the geographical locations of centres, assessed
every two years, may and will vary over time. Training
events may also be organised at locations external to PATC
hosting sites.

Six Advanced Training Centres

The mission of the PRACE Advanced Training Centres
(PATCs) is to carry out and coordinate training and
education activities that enable the European research
community to utilise the computational infrastructure
available through PRACE. The long-term vision is that such
centres will become the hubs and key drivers of European
high-performance computing education.
The training centres provide top-class education and
training opportunities for computational scientists in
Europe. The training centres are also the main bodies
responsible for producing materials for the PRACE training
portal. Training centres are: Barcelona Supercomputing
Center (Spain), CINECA – Consorzio Interuniversitario
(Italy), CSC – IT Center for Science Ltd (Finland), EPCC at the
University of Edinburgh (UK), Gauss Centre for
Supercomputing (Germany) and Maison de la Simulation
(France).
“The establishment of the PRACE Advanced Training
Centers is one of the most visible achievements of PRACE
to the European researchers”, says Pekka Manninen,
“Competitiveness means being skilled. The PATC network
enables us to synergise European HPC training activities for
the benefit of the whole of Europe.“
“Contemporary HPC systems offer unprecedented
computing power and their architectures are constantly
evolving. The ongoing challenge has always been to upskill

Training across Europe

PRACE will have sustained, high-quality training and
education service for the European high performance
computing community through seasonal schools, workshops
and scientific and industrial seminars also in the next few
years.
“I consider my job is to stay informed on the efforts and
to ensure that information is exchanged between the
partners. My efforts so far have included coming up with the
training plan, which was a quite easy task since I got plenty
of insightful and constructive comments to it from a number
of partners, and carrying out regular teleconferences.
The spirit of the “training network” is such that the activities
itself are planned and realized locally, and the network is to
ensure that the information on the activities across Europe is
available for all users of the infrastructure, and to coordinate
the events to maximise synergies between them”, Manninen
concludes.

© BSC

Further information
www.training.prace-ri.eu/
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APPENDIX

Technical information:

Tier-1 systems
What’s DECI’s role in the European
HPC Infrastructure?

How are proposals evaluated
and resources allocated?

A key feature of PRACE is the focus on researchers’
requirements and on ensuring that the existing
community of PRACE Tier-0 users is expanded and
enhanced by the addition of new users. These will come
both from the European Tier-1 community and from
those Tier-2 users who are out-growing regional or
national resources. Some researchers will continue to
have their needs met by Tier-1 access, but others will
progress from Tier-1 to Tier-0, fully supported by
PRACE’s application enabling and optimisation
activities. DECI therefore both facilitates and stimulates
migration to Tier-0 and supports the development of
cross-national and interdisciplinary research
collaborations at the Tier-1 level.

Proposals undergo both a technical review and a
scientific peer-review. Based on these reviews and their
rankings, taking into account user expressed
preferences wherever possible, projects are allocated to
machines by the DECI Access and Allocations Committee
(DAAC). PRACE is not always able to offer users the full
allocation which they have requested. In cases where
users’ allocations are scaled back, this is done with
reference to both the peer-review and technical review
reports.
Technical review is undertaken by a team of HPC
experts drawn from the HPC centres contributing
resources to DECI.
The Peer review of the DECI calls is undertaken
under the responsibility of the PRACE Implementation
Phase project, in a distributed manner by the national
peer review committees of the countries which
contribute CPU cycles to DECI. The national committee
of each Principal Investigator’s country of work usually
reviews their proposal. The HPC-Europa Scientific
Selection Panel reviews proposals, whose Principal
Investigator comes from a country which does not
contribute resources to DECI.

What benefits does DECI offer researchers?

PRACE questionnaire results show a clear desire from
most researchers to increase the scalability of their
applications - the majority of users are thinking in
terms of incremental performance improvements. The
primary benefit of DECI is to enable them to scale codes
to run on larger HPC systems. Respondents indicated
that they were able to address problems that they had
not been able to address before, to accomplish research
tasks more quickly and to do more accurate, higher
quality research.

More information:
www.prace-ri.eu/Tier-1-Resources

Where do the DECI cycles come from?

PRACE facilitates the pooling of CPU cycles (typically of
the order of 5-10% of the overall capacity of the HPC
system) of around 20 national supercomputer centres
so that researchers from any European country can
obtain peer-reviewed access to the most suitable
architectures and machine configurations for their
science. Each participating site contributes an agreed
fraction of the total cycles from its national or large
regional HPC systems, by agreement with its funding
body or research councils.
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DECI site

Machine
name

System type

chip

Clock
speed
(GHz)

Bulgaria (NCSA)

EA"ECNIS"

IBM BG/P

PowerPC 450

0,85

Finland (CSC)

Louhi

Cray XT4/5

AMD Opteron
Barcelona/
Shanghai

2.3/2.7

France (CINES)

Jade

SGI ICE EX8200

Intel Quad-Core
E5472/X5560

3/2.8

France (IDRIS)

Babel

IBM BG/P

PowerPC 450

Germany (Jülich
Supercomputing
Centre)

JuRoPA

Intel cluster

Intel Xeon X5570

Germany (RZG)

Genius

no. nodes

no. cores

peak
Total
performance memory
(Tflops)
(TB)

memory GPU cards
per node
(GB)

2 096

8 192

27

4

2

1012/852

4048/6816

102,3

11,7

4-8

1,536/1,344 12,228/10,752 267,88

90

30/32

0,85

10 240

40 960

139

20

2

2,93

2 208

17 664

207

51,75

24

0,85

IMB BG/P

PowerPC 450

4 096

16 384

54

8

2

Germany (RZG)

Intel iDataPlex
Linux Cluster

Intel Sandy Bridge 2,6

610

9 760

200

40

64

Ireland (Irish
Stokes
Centre for High-End
Computing (ICHEC)

Sgi Altix ICE
8200EX cluster

Intel Xeon E5650
hex core

2,66

320

3 840

7 680

24

Italy (CINECA)

PLX

Intel iDataPlex
Linux Cluster

Intel Westmere

2,4

274

3 288

293

13

48

Norway (SIGMA)

Abel

MegWare cluster Intel Sandy Bridge 2,6

632

10 112

260

Poland (WCSS)

Supernova

cluster

Intel Westmere-EP 2,67

404

4 848

51,58

9,5

24

Poland (PSNC)

chimera

SGI UV1000

Intel Xeon E7-8837 2,66

1

2 048

21,8

16

16 000

Poland (PSNC)

cane

cluster
AMD&GPU

AMD Opteron™
6234

2,4

227

5 448

224,3

10,64

48

Poland (ICM)

boreasz

IBM Power
775 (Power7)

IBM Power7

3,83

76

2 432

74,5

9,73

128

Poland (Cyfronet)

Zeus-gpgpu

cluster Intel
& GPGPU

Intel Xeon
X5670/E5645

2.4/2.93

44

528

136,8

3,6

72-96

48
M2050/160
M2090

Spain (BSC)

MinoTauro

Bull Cuda
Linux cluster

Intel Xeon E5649

2,53

126

1 512

182

3,072

24

256 nVIDIA
Tesla M2090

Sweden (PDCCenter for High
Performance
Computing)

Lindgren

Cray XE6

AMD Opteron
12-core "MagnyCours"

2,1

1 516

36 384

305

47,38

32

Switzerland (CSCS) Monte Rosa

Cray XE6

AMD Opteron
2,1
16-core Interlagos

1 496

47 872

402

46

32

The Netherlands
(SARA)

Huygens

IBM pSeries 575 Power 6

4,7

108

3 456

65

15,75

128-256

Turkey (UYBHM)

Karadeniz

HP Nehalem
cluster

Intel Xeon 5550

2,66

32

256

2,5

0,75

3

UK (EPCC)

HECToR

Cray XE6

AMD Opteron
2,3
16-core Interlagos

2 816

90 112

829,03

90

32

UK (ICE-CSE)

ICE Advance

IBM BG/Q

PowerPC A2

6 144

98 304

1250

96

1

1,6

35

548 nVIDIA
Tesla M2070/
M2070Q

334 NVIDIA
TeslaM2050
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